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Abstract— Sleep staging is an important tool to analyze sleep,
but the process is slow and requires a high level of expertise to
perform, which necessitates the use of an automatic method. In
this study we explored more than 50 variations of the automatic
sleep staging model U-Sleep to find optimal values for Depth
and Complexity Factor - two essential hyper-parameters. We
conclude that a model with ~6.5 times fewer trainable
parameters performs at least as well as the initially proposed
default model.

Clinical Relevance— We propose an alternative version of
U-Sleep with ~6.5 times fewer parameters. This downscaling
reduces the need for storage and volatile memory in future
clinical applications.

I. INTRODUCTION

One of the most important tools in clinical sleep
assessment is called sleep staging, where clinicians analyze
so-called polysomnography (PSG) recordings and assign a
sleep stage for each 30 s window. This is highly
time-consuming and requires specially trained clinicians. In
2021 Perslev et al. presented the neural network architecture
U-Sleep to be used for automatic sleep staging [1]. The model
showed high agreement with manual scorers and has since
been referenced in works such as [2]. However, neither the
original manuscript nor more recent works have explored how
the choice of hyper-parameters affect sleep staging
performance. We examine this matter by training, validating
and testing 53 variations of the model using the same ~19.000
PSG recordings from the original manuscript [1] with a
pipeline we previously presented [3].

II. METHODS

We explored the values of two different hyperparameters —
Depth, which determines the number of encoder/decoder
layers in U-Sleep, and Complexity Factor (CF), a number that
scales the number of trainable filters in each layer. The
number of trainable filters grows exponentially with Depth.
CF controls the rate of growth for each layer. A total of 53
combinations of Depth and CF were explored, including the
default model (Depth=12 and CF=1.67). Like in the original
manuscript [1], we had two types of cohorts; training (used for
training, validating and testing) and hold-out cohorts (only
used for testing). The training cohorts were split per-cohort,
per-subject with 95% training records and 5% validation and
test records. Cohen’s kappa scores were then calculated for
test records in both the training- and hold-out cohorts. Each
model was compared to the default model with lower-tailed
paired permutation tests.

III. RESULTS

Fig. 1 shows how performance is affected by CF and
Depth. The upper panel shows mean and std. of Cohen’s
kappa scores when varying CF between 0.5 and 3, while
keeping Depth at a constant value of 12. Since the smallest
value of CF showed no statistical differences to the default
model, we varied Depth with a constant CF of 0.5, which is
represented by the lower panel in Fig. 1. We find that a model
with CF=0.5 and Depth=11 performs as well as the default
model, despite having only ~470K trainable parameters.
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Figure 1. Top: Mean and std. of kappa as a function of CF, with a constant

Depth of 12. Bottom: Mean and std. of kappa as a function of Depth, with a
constant CF of 0.5. * indicates significantly worse performance (p < 0.05).

IV. DISCUSSION & CONCLUSION

We were able to reduce the U-Sleep model to one with
Depth 11 and CF 0.5 without a significant decrease in
performance. This alternative model has ~6.5 times fewer
trainable parameters which presents multiple benefits.
Training and deploying such a model involve fewer
calculations, requires less volatile memory and uses less
physical space on a storage device. These differences are
especially important when deploying to smaller devices with
strict resource constraints.
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